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Summary:  

· 10  years of experience in all phases of software development life cycle delivering well designed software applications on schedule.
· Over 5 yrs of experience in development of Reporting systems in Data warehousing using Business Objects 
· Expertise in C with over 5 years of experience in Teradata database development.
· Expertise in Solaris, Linux, HP-UX and Windows environments.
· Expertise in development of tools like debuggers and parsers.
· Contributed to Open Source for Remote debugging of multithreaded programs in client-server environment.
· Experience in developing regression test frameworks.
· Experience in Informatica ETL Development.
· Awarded 5 times for my engineering and communication skills in various projects.
· Awarded for the Teradata Database Performance Improvement as the project helped Teradata win Oracle in the TPCH Benchmark Tests.
· Teradata Certified professional


Skills/Tools:

PROCESSORS		: SUN-SPARC, Intel x86 (Both 32-bit and 64-bit).
OS			: Windows, Unix, Sun Solaris 2.6, HP-UX and RedHat Linux.
LANGUAGES		: C, C++.
TECHNOLOGIES	                : Database Development, Debugger Development.
DATABASES		: Teradata, Oracle
TOOLS			: Clearcase, CVS, GDB, DBX, XML, Erwin, Expect.
TEST FRAMEWORK	: DejaGNU
BI Tools                                  :  Business Objects XI, Webintelligence, XCelsius, Informatica 6.5  


Professional Experience:

Company:             SpiderSoft LLC                                                                                            Jul 2011 to Present

Data Masking Solutions

Environment: Informatica, Oracle

This project involves implementation of Data Masking Solutions for Informatica Maps. Masking of Data is an emerging security concept which is widely implemented in Banking and Insurance domains. Different Data Masking Transformations were designed and implemented in the ETL Maps that pulled data from production to test systems or development systems so that sensitive data is made inaccessible to Testing and Development teams.

Responsibilities:
· Sensitive Data Collection and Identification of the associated ETL Maps 
· Design of Data Masking Transformations for different categories of sensitive data like names, numbers, date ranges, credit card, SSN details, address etc.
· Review of implemented Transformations and ETL Maps

 
Extended Object Names				 	                           Jan 2010  to  Jun 2011

Environment: Teradata, C, Linux, Clearcase, XML.

This project involves support of 128 Multi-Byte Characters for Object Names in Teradata. This is planned in phased manner.  The first phase involves converting all system tables to support 128 MBC names. It is an ongoing project with extensive changes. The following phases will involve changes to support extended objects for customer generated objects like table names etc. I was involved in enhancing Stored Procedure related system tables to accommodate extended object names.

Responsibilities: 
· Design for Stored Procedure internal tables to support MBC 128 wide char names for SP objects. Both Latin and Japanese characters are supported.
· Implementation of the enhanced system tables.
· Extensive upgrade and migration testing that involved a combination of various parameters like different language, different row format and different hashing algorithms. 
· Test case development – both positive and negative tests to test different types of data passed to the stored procedure and data that is getting saved on disk.
· Several Unix Scripts were also written to automate SQL testing procedures and validate results.
· Traceability matrix developed to provide the test case coverage for every functional requirement.


Remote Debugging of multithread programs using GdbServer                                Jun 2009 to Dec 2010

Environment	:	LINUX, i386 Intel platform, GDB 5.1.1

This project provides the support for debugging multithreaded programs on GDB using GdbServer. The Client/Server concept is used in RTOS environments where the main process to be debugged is running in one system (the server) and the fat client GDB is on the other machine. The current code base provides the Client/Server Remote debugging but there is no support for threaded programs. Enhancing the server with the libthread-db and proc-service calls to enable minimal debugging at the server site provided this and this was built on the existent client/server setup and protocols. This also involved development of automated testcases using Expect scripts and the Dejagnu test environment.

Responsibilities:
· Implementation of the support for remote debugging of multithreaded programs using gdbserver which involved coding and unit testing.
· Automated test case and testing for this feature.
· Posted the feature to Open Source GDB community.


DuBOIS Isolation Project and Support				 	              Sep 2006 to Sep 2008

Environment: Business Objects 6.5, Oracle, Toad, Informatica

This is a migration project where we need to isolate the Business objects Universe and reports for JDI Ohio sales database from the company’s complete integrated database. New data centre, storage maintenance, database design and creation were taken up by the DB team. I led a team of 3 members for this project. I was the contact point for all client related activities. The project involved the following tasks.
· Create a new BO Universe for Ohio sales. All the classes and objects from the original integrated Universe were migrated to the new Universe for Ohio sales. Restructure some of the classes and objects as per the new database design.
· Restructure the Universe of the original integrated database by removing the Ohio sales data stored in classes and objects.
· Migrate some of the original BO reports to Ohio specific reports using the new BO Universe.
· Create new reports for Ohio sales.
· Restructure the original BO reports by removing the Ohio sales data.
· Create new user groups and subgroups with specific access rights to each of them.
· Create new Web intelligence reports for the new Ohio sales reports.

Responsibilities: 
· Solely responsible for Requirements specification, Universe and Report design. 
· Interaction with DB team for the database creation, user creation.
· Led a team of 3 people for creation of new Universe for Ohio sales, removal of Ohio sales data from original integrated universe. 
· Solely responsible migration of Universe of Sales data, desktop and Web intelligence reports from integrated Sales database to separate Sales data for Ohio division.
· Creation of multiple user groups and subgroups. Providing specific access rights for different users to different reports.
· Review of various universe classes, objects and SQL overrides.
· Review of various reports run using desktop and Web intelligence.
· Post production support for the Migration.


End-to-End Data warehouse Solution					        Aug  2004  to Sep 2006

Environment: Informatica, Oracle, Business Objects 5.1, Toad.

This project was for Morgan Stanley’s call centres. It is an enhancement project where we need to come up with new set of reports for sales information. It was a complete end-to-end datawarehouse solution where we need to create the database structures, load the database using ETL mechanism and then generate reports with generic and specific set of sales information for different user groups. We were also responsible for the performance optimisations of the database. I led a team of 4 people to complete this project. It involved the tasks.
· Create new users, databases, tables
· Create Informatica maps to load the different tables, maps to modify certain fields for specific reports
· Create BO Repository to maintain the report and security information
· Create Universe for the new Business requirements
· Create reports for new requirements and also enable thin client interface
· Post production support

Responsibilities: 
· Solely responsible for Collecting Business Requirements, translating the Business information to database terms, ETL design, User design with Security locks, Universe and Report design. Led a team of 4 members.
· Database design and ETL map design. Review of ETL mappings and SQL overrides. Verification with Toad for data correctness.
· Universe design to incorporate different Business requirements and using SQL overrides when ever necessary.
· Design of various reports with specific security locks for different user groups.
· Filtering and displaying only specific or related information for different users. This is done by providing row level access locks for different users and user groups. 
· Creation of multiple user groups and subgroups. Providing specific access rights for different users to different reports.
· Review of various universe classes, objects and SQL overrides, Reports by other team members.
· Post production support for the Migration.
· Awarded excellence award for my engineering and communication skills.


User Defined Data Types                                                                                                   Jan 2003 to Aug 2004

Environment: 	C, C++, lex, yacc, bison, Windows 2000, VC++ 7.0 compiler, Clearcase, Sun-Solaris 2.6, Teradata, ANSI SQL-99.

I was involved in design and development of Data Definition Language for a new Teradata database feature - User Defined Types(UDT) in as per ANSI SQL-99 format. This required parser development using lex/yacc and bison to parse and generate the tokens for the various SQLs using UDTs. B-Trees were used to translate the SQLs into intermediate code for the database engine to process the SQL. The intermediate code is then compiled and processed to either register or modify the new types in the Data Dictionary. 

Responsibilities:
· Solely responsible for the design and development of Data Definition Language of UDTs in Teradata database engine ie Create/Alter/Drop a UDT.
· Generated the grammar that would represent the SQL-99 format for creating, altering or dropping the data type.
· Developed a parser using bison, lex and yacc to generate a list of tokens and create a B-Tree out of the tokens for generating the intermediate code from the B-Tree
· Process the intermediate code and register the data type in the data dictionary holding the metadata.
· Developed a very comprehensive list of unit tests which was used by the System Test.
· Development was completed well ahead of schedule.
· Awarded excellence award for  engineering and communication skills and generating high customer satisfaction.


Debugger development on HP-UX                                                                               Nov 2001 to Jan 2003				             

Environment: 	C, Clearcase, HP-UX 11.2 Compiler, PA-RISC Cross Compiler, MP-RAS Compiler, Intel I-32, Linux, GCC Compiler, DejaGNU, Expect  

I was involved in design and development of various debugger modules for the Teradata database engine. It was a migration/porting project  from MP-RAS platform(DWARF-1) to HP-UX 64-bit(DWARF-2) using PA-RISC cross compiler. It involved developing CLI to provide the debug information in the libraries/executables/object files in a human readable form. DWARF-2 generates lot of debug information increasing the library size. Hence, the library was optimised to hold non-redundant type information. To facilitate debugging, utility functions to display the huge amount of memory, process, threads and file system information that can be called from the debugger were written. This project experience lead to the development of support for remote debugging of multi-threaded programs in a client server environment. Linux environment was used to demonstrate this design so that it could be replicated in other environments.
Responsibilities:
· Design and development of CLI to provide the DWARF-2 debug information in a human readable form.
· Design and development of the debugger modules that understand the debug information from the optimised library.
· Design and development of utility functions display the huge amount of memory, process, threads and file system information that can be called from the debugger were written.
· Removed the tight coupling between debugger utility functions and the modules that use this by creating a tool that imitate the caller modules. This drastically improved the productivity.
· Used innovative design to provide support for remote debugging of multi-threaded programs in a client server environment using GDB.
· Automated test scripts using DejaGNU was written to test the remote debugging feature.
· Contributed the remote debugging feature to Open Source Debugger on Linux platform. 
· Awarded excellence award for engineering and communication skills.
· Awarded excellence award from the customer for completing project in aggressive schedule and changing requirements with high quality.

Performance Improvement of Database engine                                                    Jul 2000 to Nov 2001

Environment: 	C, Clearcase, Sun Solaris 2.6, Teradata, SPARC Assembler 

This project involved in improving the performance of Teradata database engine. It involved the identification of ‘hot’ functions where most of the time if spent. The list of ‘hot’ functions was obtained by executing the engine with executables built with TCOV and GPROF compiler options. These functions were found to be executing around million times and hence these were good candidates for optimization. Several code level optimizations were done. Assembler outputs of the ‘hot’ functions were also used to optimise the functions. This improved the performance by around 10%. The other part of the project involved in the identification of local memory segments which were unnecessarily used as shared global memory segments within a thread. Such local segments were obtained from process heap without any lock and contention issues. This improved the performance of the database engine by around 25% and helped Teradata fare better than Oracle in the Performance test benchmarks.

Responsibilities:
· Identification of ‘hot’ functions using TCOV and GPROF compiler option and redesign and development of those functions. The 2 compiler options provided the profiling information. It generated list of files that had the number of executions for each line of the source code. With this information the list of ‘hot’ functions that were executed millions of times were identified.
· Assembler outputs of the ‘hot’ functions were taken and the memory access was studied. Some of the assembly level optimizations were performed to increase the code performance like modifying INC/DEC to ADD/SUB instructions, loop unrolling in assembly etc. The variables which could be made ‘auto’ were identified using Assembler outputs so that it can loaded in the accumulator instead of RAM. This way the CPU cycle time could be increased and memory access can be reduced.
· Identification of local memory segments that were unnecessarily used as shared global memory segments. Redesign of those memory allocations in various parts of the database engine and modification of the memory allocation from the heap.
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